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Intro 
 Modern networks are under constant attacks from 

various attack vectors 

 IDS/IPS systems are designed to detect and prevent 
security incidents before they cause damage to the 
organization. 

 The system has to be efficient – even a small delay in 
processing a packet is unacceptable.  

 

 



The Problem  
 Most IDS/IPS systems use signatures – You have be hit 

first before you can generate them – O-Days. 

 Huge amounts of network events - Millions of events 
every day. 

 You have to find single event to indicate a security 
breach.  

 

 



The Solution 
 Teach a machine to do it for you. 

 Easier said than done. 

 The challenge – keeping both false positives and false 
negatives to a minimum.  



 Malware needs to communicate. 

 Malware sends information home. 

 It then gets instructions from there. 

 Malware attempts to hide it’s comms in regular traffic. 

 

 

 

Lets talk about malware 



What are we going to cover 
 Payload-based Network Intrusion Detection. 

 Network anomaly detection using Cascading  K-Means 
and ID3 trees. 

 

 The idea: Build a model of the network operations 
using a training set, then use this model to detect 
anomalies. 

 





N-gram analysis 
 For our purposes n-gram is the sequence of n adjacent 

bytes in a payload. 

 Pass a sliding window over the flow and count the 
number of appearances of every n-gram. 

 “Language Independent” statistical modeling of the 
data streams is done with n-gram analysis. 

 1-gram analysis is the simplest and most efficient 
(linear time scan and only 256 element histogram). 

 Surprisingly accurate and resistant to mimicry attacks. 



Data Streams 
 A data stream is a continuous stream of bytes. Payload, 

unlike a header doesn’t have a specific format. 

 To model the payload we need to divide the stream 
into smaller clusters or groups according to selected 
criteria – then we can associate similar streams for 
modeling. 

 Port number and Payload length are obvious choices. 

 Payload length may vary for the same service, typical 
TCP packets have lengths of 0 to 1460 bytes. 



Data Streams 
 A payload model is computed for each length range, 

port and flow direction to give a more accurate  
description of the normal payload than a whole stream 
analysis. 

 To ease payload modeling n-gram analysis is used with 
n=1. 

 For a payload of fixed length on some port - treat each 
character’s relative frequency as a variable and 
compute the mean and standard deviation as the 
payload model. 

 



Example Models 
 



 Model Generation and Usage 
 For a training data set, compute  a set of models 𝑀𝑖𝑗, 

where i is the payload length on port j. The model 
stores the average byte-frequency and the standard 
deviation of each byte’s frequency. 

 For 5 ports and 10 payload sizes we get 50 centroid 
models after training. 

 

 With a model established, scan each incoming payload 
and compute it’s byte-frequency model. Compare the 
results to the model 𝑀𝑖𝑗 and if the difference is 
significant, flag as an anomaly. 



Distance Metrics 
 In our case, we compare the model to the analyzed 

payload – the higher the distance the more chance it is 
anomalous. 

 

 The standard distance metric to compare two 
statistical distributions is the Mahalanobis distance: 

 𝑑2 𝑥, 𝑦 = (𝑥 − 𝑦 )𝑇𝐶−1(𝑥 − 𝑦 ) 

Naive assumption: Byte frequencies are independent, 
thus C is diagonal. 

Notice the problem? 

 

 

 



Distance Metrics 
 Simplified Mahalanobis distance: 

𝑑 𝑥, 𝑦 = 
𝑥 − 𝑦 

(𝜎𝑖+𝛼)

𝑛−1

𝑖=0
 

 In our case n=256 and α is a smoothing factor 
representing the statistical confidence of the sample, 
over time it may be decremented automaticaly as 
confidence grows. 

 Threshold – 256 = 1 standard deviation from the  
mean. 

 Threshold increments 128 or 256 – automatic 
calibration? 

 

 

 



Reducing Model Size by Clustering 
 Problem – given large i and j, computing and storing 𝑀𝑖𝑗 models 

is hard.  

 Distribution in two adjacent length bins may be similar while 
some bins may lack training samples. 

 We can either enlarge the smoothing factor of the standard 
deviation to compensate for lack of data (i.e we cheat) or we can 
borrow data from adjacent bins used in similar models. 

 Compare two neighboring models using the Manhattan 
distance: 𝑑 =  |𝑥𝑖 − 𝑦𝑖|

𝑛
𝑖=1  where x,y are the points and i is the i-

th variable.  
Merge every two models with distance smaller than a threshold t. 
Iterate over the model space until no model satisfies this 
property. 
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Z-String 
 Sorting a string of bytes based on byte-frequency gives 

as a very interesting property – it is extremely similar 
to the Zipf-Distribution. 

 This ordered string defines a Z-string, it may be 
shorter than the possible 256 possible values. 

 The Z-String may serve as a malware signature to be 
disseminated to other sites. 
 

 

 



Z-String 



Evaluation – DARPA99 
 Data Set: DARPA99 – Training data captured over 5 

weeks: 3 training and 2 test data. The training data 
contains of 2 attack free weeks and one week of 
labeled attacks. 
Evaluation used the 2 attack free weeks as training set. 
Testing done on data containing 201 instances of 58 
different attacks. 
2,444,591 packets, 49,556 connections to evaluate. 
Smoothing factor: 0.001. Clustering threshold: 0.5. 

 

 



RESULTS – DARPA99 



 Overall detection rates for FPR<1%: 

 

 

 

 

 Performance, times are in seconds per 100M: 

RESULTS – DARPA99 



Evaluation – CUCS 
 Data Set: Unlabeled data set of dumps from the 

Columbia University CS web-server. 

 Trace one – August 2003 – 45 hours, 2GB. 

 Trace two – September 2003 – 24 hours, 1GB. 

 Designation: Trace 1 – A, Trace2 – B, union – AB. 



RESULTS – CUCS 
 Unsupervised learning results: 

 

 

 

Training on Set A and testing on Set B gives a high number 
of anomalies due to PDFs being uploaded in set B and not 
Set A. 

For the rest of the packets, 95% truly anomalous.  



RESULTS – CUCS 
 Computed Mahalanobis distance for normal and attack packets: 

 

 

 

 

 

 

 Z-Strings: 

 



Conclusion: 
 The anomaly detector achieved partial results in the 

DARPA99 dataset, with almost 100% detection on port 80. 
It also successfully detected the CodeRedII and Buffer 
Overflow attacks in the unlabeled data-set. 

 The detector can be a valuable tool when employed in 
correlation with other detectors and can increase the 
detection rate on a network. 

 Clustering the centroids from neighboring length bins can 
reduce memory usage up to a factor of 16. 

 The Z-String can be used as a signature to characterize 
payloads and produce real time attack signature. 





Anomaly Detection with K-Means Alone 
1. Select K random instances from the training data subset 

as the centroids C1,C2,…Ck. 
2. For each training instance X: 

a. Compute the Euclidean distance 𝐷 𝐶𝑖 , X  for i = 1…k. 
Find cluster 𝐶𝑞 that is closer to X. 

b. Assign X to 𝐶𝑞 . Update the centroid of 𝐶𝑞 . 

3. Repeat step 2 until the centroids of clusters 𝐶1…𝐶𝑘 
stabilize in term of mean-squared-error criterion. 

4. For each test instance Z: 
a. Compute the Euclidean distance 𝐷 𝐶𝑖 , Z  for i = 1…k. Find 

cluster 𝐶𝑦 that is closest to Z. 
b. Classify Z as an anomaly or a normal instance using either 

the Threshold rule or the Bayes Decision rule. 

 



Threshold Rule 
 The threshold rule for classifying a test instance Z that 

belongs to cluster Cr is: 

Assign: 𝑍 1 𝑖𝑓 𝑃 𝜔1𝑟 𝑍𝜖𝐶𝑟 > 𝜏;  

otherwise assign 𝑍 0  

Where: 

0,1 – normal or anomaly class, 𝜔1𝑟 represents the 
anomaly class in cluster 𝐶𝑟 and 𝜏 is a predefined 
threshold. 



Bayes Decision Rule 
 The Bayes decision rule states 

Assign: 𝑍 1 𝑖𝑓 𝑃 𝜔1𝑟 𝑍𝜖𝐶𝑟 > 𝑃 𝜔0𝑟 𝑍𝜖𝐶𝑟 ;  

otherwise assign 𝑍 0  

Where: 

𝜔0𝑟 represents the normal class in cluster 𝐶𝑟, and 
𝑃 𝜔0𝑟 𝑍𝜖𝐶𝑟  is the probability of normal instances in 
cluster 𝐶𝑟. 



Problems with K-Means 
 Forced Assignment 

 Initializing K-Means with the K parameter set too low 
leads to under-estimation of natural groups in the 
training data overlapped groups may not be detected, 
forcing instances into a single class. 

 Leads to false positive or failure to detect. 

 Class Dominance 
 Problem arises when the training data is dominated by 

instances belonging to a single class. 

 Remaining instances are either classified in the 
dominant class or considered anomalous.  



ID3 – A short intro 
 ID3 (Iterative Dichotomiser 3) is an algorithm 

invented by Ross Quinlan used to generate a decision 
tree from a dataset. 

 Algorithm Summary 
 Calculate the entropy of every attribute using the data 

set  

 Split the set into subsets using the attribute for which 
entropy is minimum (or, equivalently, information gain 
is maximum) 

 Make a decision tree node containing that attribute 

 Recurse on subsets using remaining attributes 

 



Cascading K-means with ID3 – Why? 
 The problems in K-Means may lead to overlaps of the two 

groups (Normal, Anomaly) within the same cluster. 

 Adding a decision tree trained on each cluster will learn the 
subgroupings in the cluster and refine the decision 
boundaries within it.  

 Cascading done in 2 phases:  

 Candidate Selection – f clusters that are nearest in distance 
between centroids and test instance are selected. 

 Candidate Combination – Use two rules (Nearest-Consenus, 
Nearest-Neighbor) to combine the decisions of K-Means and 
ID3 into a final classification. 

 



Cascading the methods 
 Provided training data set (𝑋𝑖 , 𝑌𝑖), i=1…N, where 𝑋𝑖 is 

an n-dimensional vector and 𝑌𝑖 = 0,1  the class label 
with “0” for normal and “1” for anomaly.  

 K-means + ID3 – Two steps: 

1. Training. 

2. Testing. 

 Testing done in two steps: 

1. Candidate Selection. 

2. Candidate Combination. 



  Cascading the methods - Training 
 For training, steps 1-3 of the k-means based detector 

are applied to partition the raining set into k disjoint 
clusters. Then an ID3 tree is trained with the instances 
in each cluster. 

 K-Means ensures that each instance is only associated 
to a single cluster. 

 If there are any subgroups in a cluster, the ID3 decision 
tree trained on the cluster will refine it. 

 

 



  Cascading the methods - Testing 
 Candidate Selection: 

1. Let 𝐷𝑇1…𝐷𝑇𝑘 be the ID3 decision trees on clusters 𝐶1… 𝐶𝑘, 
let  𝑟1…𝑟𝑘 be the centroids of those clusters respectively. 
Given a test instance 𝑍𝑖 , the Candidate Selection procedure 
extracts anomaly scores from f candidate clusters 𝐺1…𝐺𝑓 
that are nearest to 𝑍𝑖 in terms of the Euclidean distance 
from the centroids. 

2. Let 𝑚1…𝑚𝑓 represent the centroids of clusters 𝐺1…𝐺𝑓 . Let 
𝐷 𝑍𝑖 , 𝑚1 = 𝑑1…𝐷 𝑍𝑖 , 𝑚𝑓 = 𝑑𝑓 represent the Euclidean 
distances from the test vector and the f candidate clusters.  
The k-Means anomaly scores 𝑃𝑆,𝑠=1,..,𝑓for each of the f 

clusters is given by: 𝑃𝑠 = 𝑝 𝜔1𝑠 ∗ 1 −
𝑑𝑠

 𝐷(𝑍𝑖,𝑅𝑙)
𝑘
𝑙=1

 

 

 



  Cascading the methods - Testing 
 Candidate Selection: 

3. The decisions from the ID3 trees asociated to the 
clusters are either 0 or 1.  

4. The candidate selection phase outputs an anomaly 
score matrix with the decisions extracted from the k-
Means and ID3 anomaly detection methods for a given 
test vector. 

5. Those decisions are combined in the Candidate 
Combination phase to yield a final decision score. 

 



Candidate Selection 



  Cascading the methods - Testing 
 Candidate Combination: 

1. The input to this stage is the Anomaly Score Matrix 
computed in the previous step. 

2. First harden the k-Means anomaly scores using the 
threshold rule. Then apply either the nearest-consensus 
rule or the nearest-neighbor rule to combine the decisions. 

3. Nearest Consensus: 
Order the ASM by increasing distance d𝑖 from G𝑖 to Z,  
then find the cluster nearest to Z where there is a consensus 
between k-Means and ID3 decision methods. Use the 
consensus value as the classification decision. 

 

 



  Cascading the methods - Testing 
 Candidate Combination: 

4. Nearest Neighbor: 
This rule chooses the decision of the ID3 tree that is 
associated with the nearest candidate cluster within 
the f clusters.  

Nearest 
Neighbor 



Evaluation 
 Datasets: 

For network anomaly detection, 3 data-sets were used. 
NAD-98,NAD-99,NAD-00. 

 

 

 

 All learning phases were supervised learning. 
 



Results 

NAD98 

NAD99 

TPR – Percentage of anomaly 

instances correctly detected. 

FPR – Percentage of false 

positive instances. 

Precision – percentage of 

correctly detected anomalies 

over all the detected 

anomalies. 

Accuracy – Percentage of all 

normal AND anomaly 

instances correctly classified. 

F-Measure – Mean of TPR 

and Percision. 

 



Results 

NAD00 



Conclusion: 
 The k-Means and ID3 leads to the detector making fewer 

false positives and having better accuracy and precision 
than k-Means alone, while being only marginally better 
than ID3 alone. 

 ID3 alone however, would create a hugely complex decision 
tree, while k-Means alone suffers from inaccuracies. 

 The nearest-neighbor rule is the preferred classification 
method for network anomaly detection. 

 While the FPR rates are still too high to build a standalone 
system based on this algorithm, it is sufficiently good to 
provide anomaly recognition in SIEM/SOC environments 
and serve to limit the number of cases that have to be 
addressed by the operator. 

 



Further Work: 
 Create a combined model with methods presented. 

 Integrate other methods into a combined framework 
(SVMs?). 

 Integrate with information sources for faster 
recognition, use results for training.  

 Still open for ideas…  
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